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Abstract—The growing rate of microprocessor 
performances significantly overcomes the one in DRAM 
memory. This problem of ever-increasing gap between CPU 
and memory speeds has been explored by many researchers. 
As a result, diverse specialized memory chips, that integrate 
processing, have been proposed. This paper discusses the 
architecture and implementation of several "smart" 
memories (computational RAM - CRAM, processing in 
memory - PIM chip and intelligent RAM - IRAM), 
including their strengths, weaknesses, and opportunities for 
high speed processing. Considering that these integrated 
chips allow for a high on-chip memory bandwidth and low 
latency, we examine IRAM's application for performing 
memory intensive operations, such as the complex 
calculations of the fast Fourier transform (FFT).     

I. INTRODUCTION 
The extraordinary increase of microprocessor speed has 

caused significant demands to the memory system, 
requiring an immediate response to the CPU requests. 
Considering that the memory price, capacity and speed are 
in direct opposition, an ideal memory system cannot be 
implemented in practice, [1]. Therefore, today's modern 
computer systems are characterized with hierarchical 
memory, organized in multiple levels, each of them 
having smaller, faster and more expensive memory, 
compared to the previous level. 

The hierarchical approach of memory organization is 
based on the principle of temporal and spatial locality, [1], 
[2], and the rule "smaller is faster" which states that 
smaller pieces of hardware are generally faster and hence 
more expensive than the larger ones. Based on the 
previous considerations, a usual computer memory system 
is composed of: small fast buffer registers, multi-level 
cache memory, main memory (usually DRAM) and 
virtual memory, [2], [3].  

The main reason for the growing disparity of memory 
and processor speeds is the division of the semiconductor 
industry into separate microprocessor and memory fields. 
The former one is intended to develop fast logic that will 
accelerate the communication, while the latter one is 
purposed to increase the capacity for storing data, [4]. 
Considering that the fabrication lines are tailored to the 
device requirements, separate packages are developed for 
each of the chips. Microprocessors use expensive 
packages that dissipate high power (5 to 50 watt) and 
provide hundreds of pins for external memory 
connections, while DRAMs employ inexpensive packages 

which dissipate low power (1 watt) and use smaller 
number of pins, [2].  

The main disadvantage of the industry split is the 
unequal improvement rate of the processor and memory 
speed, which approaches around 60%/year and less than 
10%/year, accordingly. It seems that the CPU speeds and 
memory sizes have grown at a much more rapid rate than 
the throughput between them, resulting in a constantly 
increasing processor-memory bottleneck, [5]. Therefore, 
several approaches have been proposed to help alleviate 
this bottleneck, including branch predictor algorithms, 
techniques for speculative and re-order instructions 
execution, wider and faster memory connections and 
multi-level cache memory. These techniques can serve as 
a temporal solution, but are still not able to completely 
solve the problem of increased memory latency, [1], [6].  

Contrary to the standard model of processor-centric 
architecture, some researchers have proposed a novel 
computer organization which suggests integrating the 
processor on the same die as the main memory. This 
resulted in creating a variety of memories that include 
processing capabilities, known as computational RAM, 
processing in memory chips, intelligent RAM, [3], [7] etc. 
These smart chips usually integrate the processing 
elements in the DRAM memory, instead of extending the 
SRAM processor memory, basically because DRAM 
memory is characterized with higher density and lower 
price, comparing to SRAM memory.  

The merged memory/logic chips have on-chip DRAM 
memory which allows high internal bandwidth, low 
latency and high power efficiency, eliminating the need 
for expensive, high speed interchip interconnects, [2]. 
Considering that the logic and storage elements are close 
to each other, smart memory chips are applicable for 
performing computations which require high memory 
bandwidth and strided memory accesses, such as the fast 
Fourier transform, [8]. The FFT processing complexity 
depends on the organization of the hardware module 
(ASIC, GPP, DSP) which executes the multiplication and 
addition operations of the transform.  

The aim of this paper is to discuss the various 
integrated memory/logic chips, purposed as a possible 
solution to the problem of continuous memory-processor 
performance gap increase. These memory-centric chips 
provide extended on-chip memory bandwidth, which is 
very suitable for performing FFT computations. 
Therefore, the paper also focuses on measuring the IRAM 
performances, while running the FFT calculations.  
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This paper is organized in five sections. Section two 
presents the problem of processor and memory unequal 
speed rate increase. Section three discusses several smart 
memory chips (CRAM, PIM and IRAM), purposed to 
provide reduction in memory latency and increase in 
memory bandwidth. Section four estimates the 
performances of the high bandwidth IRAM memory, 
while performing radix-2 Cooley-Tukey FFT algorithm. 
The paper ends with conclusion, stated in section five. 

II. THE GAP BETWEEN PROCESSOR AND MEMORY 
SPEEDS 

The performance of computer system is expressed in 
terms of processor execution time and average memory 
access time, [1] given with the following equations:  

CPU time = Number of instructions *  
       Cycles per instruction * Clock period   (1) 

Average memory access time =  
             = Hit time + Miss rate * Miss penalty            (2) 

Generally, average memory access time is much greater 
than the processor execution time. This dissimilarity can 
cause many wasted processor cycles, while performing 
memory read/write operations. However, an ideal memory 
system with zero latency and an infinite bandwidth cannot 
be realized in practice, [2]. The latency is a parameter 
which measures the time between the initiation of a 
memory request by the processor, and its completion, 
while the bandwidth is the rate at which information can 
be transferred to or from the memory system. These two 
parameters define the performance of the processor-
memory interface. 

The disparity between processor and memory speed 
leads to a long latency memory operations, during the 
processor's instructions execution. Considering the close 
relationship among the memory bandwidth and the 
latency, it is a very demanding task to clarify whether the 
memory-related processor degradation is caused by the 
long memory latency or from insufficient bandwidth. 
However, the improvement of the memory latency 
degrades the bandwidth, causing increased memory 
traffic, [3]. Given that a simultaneous improvement of the 
both parameters (latency and bandwidth) cannot be 
achieved by the standard processor-centric computer 
organization, the use of "smart memories" has been 
proposed, as an approach which suggests merging of logic 
with storage elements on the same chip die, [2]. 

The diverse development of the DRAM memory and 
microprocessor industries is the major cause of the ever-
increasing memory-processor performance gap. As a 
result of the different direction of these industries growth, 
each of them has achieved significant results, but solely 
for itself, not for the entire computer system, [1]-[4]. The 
provided increase of the processor and memory speeds, 
during the last thirty years, is illustrated on figure 1. This 
figure presents that each of the separate industries is 
improving exponentially, in such a way that the exponent 
for the microprocessor is significantly larger than that for 
the DRAMs. The difference between the diverging 
exponentials also grows exponentially. 

 
Generally, microprocessors manufacturers develop their 

own architecture standards (instruction set) in order to 
provide software compatibility with prior generations, but 
are free to invent novel interfaces with different packages 
and pins, etc, [6]. On the other hand, DRAMs 
manufacturers standardize at package level and innovate 
in the size of the memory cell and in the efficiency of the 
manufacturing process. Considering that the DRAM 
manufacturing is tightly tied to the fabrication process, it 
is a common practice to develop a novel fabrication 
process, when designing a new memory cell. This allows 
production of dies that will operate at a minimum refresh 
rates and will supply data with acceptable bit error rates. 
Furthermore, the manufacturers can shrink the die in order 
to increase the number of chips per wafer and hence lower 
the costs, [6]. On the other hand, the microprocessor 
industry tend to have a design cost target, expressed as die 
size, and then build the fastest chip that can fit that size.  
However, when it comes to embedded microprocessors, 
characterized with lower cost targets and power budgets, 
the performance can be sacrificed at the expense of price 
and/or power.  

 Table I presents the improvement rate of several 
characteristics of the DRAM and microprocessor 
industries, per year. As can be seen from table 1, 
microprocessor performance has been improving at a rate 
of 60 percent per year, while the DRAM access time has 
been improving very slowly (7%/year), [2]. Actually, the 
DRAM memory industry has shown significant increase 
of the storage capacity per chip, by fourfold per three 
years (60%/year). The provided memory capacity increase 
is caused by reducing the memory cell size with a factor 
of 2.5 and increasing the die size by a factor of 1.5, [6]. 
The increasing die size is a major reason that the cost per 
bit changes more slowly than the capacity per chip. 

 

TABLE I.   
IMPROVEMENT RATE OF SEVERAL CHARACTERISTICS OF DRAM AND 

MICROPROCESSOR INDUSTRY 

Industry Characteristic Improvement rate 
(yearly) 

DRAM memory 

Capacity 60% 

Cost/bit 25% 

Bandwidth 20% 

Latency 7% 

Microprocessor 
Performance 60% 

Price Little change 
 

 
Figure 1. Processor-memory performance gap 
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III. OVERWIEV OF LOGIC IN MEMORY CHIPS  
The idea of merging logic and memory on a single chip 

was introduced to solve the problem with the growing 
performance gap between processor and DRAM memory. 
Although a number of solutions, such as more efficient 
multi-level on-chip caches, wider and faster connections 
to memory and pipelined multi-threaded processors, [2], 
have been used to correct this gap, these approaches didn't 
succeed to improve the complete system performance. 
Assuming that the largest computational bottleneck occurs 
between the interface of processor and memory, some 
researchers proposed a processor-in-memory architecture 
which integrates processing power in the standard 
memory cells. This approach makes highly effective use 
of the internal memory bandwidth, and thus improves 
system performance and power consumption and in some 
cases reduces the system cost. The following subsections 
give a brief overview of several intelligent memory 
models, including CRAM, PIM and IRAM, [9]-[11], 
discussing their advantages and shortcomings. 

A. Computational RAM 
Computational RAM is one of the pioneering intelligent 

memory models, developed at the University of Toronto 
in 1989, [9]. The CRAM chip was designed as a Single 
Instruction Multiple Data (SIMD) - memory hybrid, 
which consists of an array of 1-bit processing elements 
(PEs), integrated at the sense amplifiers of a standard 
RAM memory, [12]. Each PE is matched to a small 
number of memory columns (1, 2, 4, 8 or 16), allowing 
simultaneous access to the memory, by applying a 
common row address. In other words, CRAM is a SIMD 
processor, [13], with distributed, non shared, uniformly 
addressed memory.  

Computational memory can replace standard memory 
in a variety of applications, because of its property to add 
processing power to the memory. Actually, all PEs in the 
CRAM execute the same common instruction and 
optionally access the same memory offset within their 
private memory partitions, without the need to read the 
data out of the RAM chip and transmit it over long high-
capacitance buses to the processor, [14] - [16]. This mode 
of operation can significantly speed up the execution of 
massively-parallel applications.  

CRAM memories are organized in row-column logical 
architecture, (shown on figure 2), which is roughly square 
because of the similar numbers of address bits that are 
allocated to row and column. The data from the CRAM 
memory are selected through row and column decoders, 
and then applied to the PEs. Each PE performs the 
operation specified with the content of the control input. 
The communication between PEs is realized through 
common interconnection bus, which is also used for 
performing combinational operations. Having such 
architectural organization, the CRAM chip highly utilizes 
the internal memory bandwidth and therefore provides 
performance gains and low power consumption, [12]. 

The CRAM logic in memory chip can operate either as 
a standard memory or as a SIMD processor. When used as 
memory, it is competitive with the conventional DRAM, 
while when is used as SIMD processor it is capable to run 
parallel applications thousands of times faster than a CPU, 
[15]. Fig. 2 illustrates that CRAM memory is realized as a 
simple extension of a standard RAM memory. 

 
CRAM integrates single-bit PEs at the sense amplifiers 

of a standard RAM, which adds about 5-10% to the area 
of the RAM, [12]. The PEs are small with simple 
architecture, allowing a big number of them to be 
integrated in a RAM chip and thus increasing the degree 
of computational parallelism. In this way, the highest 
performance per silicon area is achieved.   

 Each PE consists of three 1-bit registers (X, Y and W), 
single Arithmetic and Logic Unit (ALU), and a bus-tie 
circuit (global OR). The ALU is a 8-to-1 multiplexer, 
which can execute any boolean function of three inputs, 
regarding to the instruction opcode, [14]-[16]. The three 
selection inputs of the ALU are provided by two source 
registers, together with a third line from the local memory 
(via sense amplifier). After the ALU operation is 
executed, the result is written to one of the local registers, 
neighboring register or local memory. Actually, each PE 
operates on a single element of a vector, one bit at a time. 
The inter-processor communication (IPC) between PEs is 
realized via: closest neighbor shift-left/shift-right network, 
and broadcast bus which implements global-OR function 
of all the outputs of PEs, [12]. The discussed architecture 
of CRAM PE, requires only 75 transistors, and is 
illustrated in figure 3. 

 

B. Processing in memory chips 
Processing-In-Memory technology supports designing 

memory-oriented computing elements, whose architecture 
is usually more complex than the one of CRAM. PIM 
chips can provide high speed SIMD processing that can be 
further improved if multiple PIM nodes are placed on the 
same chip, which allows eliminating of the complex inter-
CPU communication paths. Therefore, in the continuation 
we discuss several PIM implementations, including: SRC, 
Terasys, Shamrock, DIVA and MIND, [10], [17] - [22]. 

 
Figure 3. CRAM processing element architecture  

 
Figure 2. Standard and computational RAM memory architecture  
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Researchers at the Super Computing Center in 1995 
have designed a SRC PIM chip that integrates 64 PEs with 
2 Kb local memory. The single-bit PE consists of three 
local registers and ALU that generates three logic 
functions. Each PE executes the same operation, every 70 
ns, [12]. The PEs are connected in a linear array, and can 
communicate through a global-OR, partitioned OR and a 
parallel prefix network.  

Terasys workstation consists of a Sun Sparc-2 
workstation, a SBus interface card residing in the sparc 
cabinet, a Terasys interface board, and 8 PIM array units, 
[10]. Each PIM array unit consists of 64 PIM chips (4K 
PEs), spread over two boards. The interface board is used 
as a controller for the PIM array and the memory. Sparc 
processor executes instructions sequentially, such that 
read and write operation to PIM memory is sent to the 
interface board, which decodes whether it is a normal 
memory operation or a PIM array command. When the 
instruction issue rate is 100 ns, the Terasys system can 
achieve 3.2 x 1011 peak bit operations per second. 

Shamrock [17], [18] is a PIM chip which includes 
repeating patterns of logic and memory areas, organized 
with mesh topology. The basic building block of the chip 
consists of logic for a CPU and data routing in the center, 
and four arrays of memory next to it, two on the top and 
two on the bottom. Each memory array is made up of 
multiple sub modules, whose sense amplifiers are faced 
directly with the CPU logic. This allows all the bits read 
from a memory in one cycle to be made available at the 
same time to the CPU logic.  

The Data-Intensive Architecture (DIVA) system 
integrates PIM chips as smart-memory coprocessors to a 
conventional microprocessor, [19], [20]. The DIVA PIM 
chips are connected to single host processor through 
conventional memory control logic. The communication 
between the PIM chips is realized through a separate PIM-
to-PIM interconnect, without involving the host processor. 
The access to non-local data and the operations that 
include synchronizing activities and gathering results are 
accomplished via parcels. A parcel is similar to an active 
message, which includes a reference to a function that will 
be invoked when the parcel is received, [20]. The parcels 
are exchanged between the PIM chips through the 
separate PIM-to-PIM interconnect. Each PIM chip 
includes scalar datapath that performs sequential 
operations on 32-bit operands, and a WideWord datapath 
that performs fine-grain parallel operations on 256-bit 
operands, along with register file and ALU blocks. The 
datapaths are executed from a single instruction stream 
under the control of a single 5-stage DLX-like pipeline. 
This results in significant speedups, while performing 
parallel calculations with large working sets.  

MIND (Memory, Intelligence, and Network Device) 
system consists of MIND components (modules) and 
possibly other devices integrated by one or more 
interconnection networks. It can operate either in 
standalone arrays of like devices or in conjunction with 
other conventional microprocessors (shown on figure 4). 
Each MIND component includes multiple memory- 
processor nodes that perform message-driven (via parcels) 
multithreaded execution, [21]. The MIND architecture is 
the first general-purpose PIM device that supports virtual 
tasks and data in a distributed shared memory 
environment, [22], and thus allows achieving of high 
performance-to-cost and power efficiency.  

 

C. Intelligent RAM 
Intelligent RAM [7], [11], is another merged DRAM-

logic processor, designed at the Berkeley University of 
California by a small Patterson's team of students. This 
chip was designed to serve as multimedia processor on 
embedded devices. As a result of the design studies of the 
Berkeley's team research group, it was shown that most 
applicable architecture to multimedia processing is vector 
architecture, rather than MIND, VLIW, and other ILP 
organizations, [23]-[25]. This is basically because of the 
vector processors abilities to deliver high performance for 
data-parallel tasks execution, and to provide low energy 
consumption, simplicity of implementation and scalability 
with the modern CMOS technology, [26]. 

The resulted IRAM chip is called Vector IRAM 
(VIRAM). VIRAM is processor that couples on-chip 
DRAM for high bandwidth with vector processing to 
express fine-grained data parallelism [27], [28]. The 
VIRAM architecture (shown on figure 5) consists of 
MIPS GPP core, attached to a vector register file that is 
connected to an external I/O network and also to a 12MB 
DRAM memory organized in 8 banks. The vector register 
file includes 32 vector registers, each containing up to 32 
64-bit values and thus allowing execution of vector 
operations over all the elements of the vector register in 
parallel. VIRAM ISA, [28], consists of MIPS instruction 
set, extended with special vector instructions for 
performing floating-point add, multiply and divide, 
integer operations, and load/store memory operations.  

VIRAM architecture is divided into four 64-bit lanes 
(pipelines) that can be further subdivided, resulting in 
eight 32-bit lanes. Every lane has two integer functional 
units, whereas one of them can be used as a floating-point 
functional unit, [29]. Each of the functional units supports 
a multiply-add instruction that can complete in one cycle. 
Considering that the processor operates at frequency of 
200 MHz, the resulting peak performance of IRAM is 3.2 
GFLOPS for 32-bit floating-point operations and 6.4 
GOPS for 32-bit integer operations. 

 

 
Figure 5. Architecture of IRAM chip 

 
Figure 4. MIND system organization: Sea of PIMs (left) or 

Heterogeneous system with PIMs 
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IV. IRAM'S APPLICATION TO FFT PROCESSING 
FFT computations are difficult to be realized with 

conventional GPP architectures, given that they require 
high memory bandwidth and strided memory accesses. 
Considering the importance of the FFT function in the 
domain of signal processing, several floating point DSPs 
and specialized FFT chips have been designed to provide 
hardware support for computing FFTs [30]. On the other 
hand, some researchers, [31], have shown that the 
performance of computing floating-point FFTs on a 
VIRAM processor can be competitive with that of existing 
floating point DSPs and specialized fixed-point FFT 
chips. Therefore in this paper, we discuss the 
performances of Cooley-Tukey radix-2 FFT algorithm 
execution on VIRAM memory-processor hybrid. 

A. Cooley-Tukey radix-2 FFT algorithm implementation 
on vector IRAM 

FFT is an efficient and fast algorithm for converting 
signals from time domain to frequency domain, [30]. This 
function is critical for many signal processing problems, 
including multimedia applications that involve images, 
speech, audio or video. FFT is defined with the 
computations given in equation (3), which produce N-
element FFT vector for another N-element input vector: 
 1,...,1,0,)()( 1

0





NkWnxkX N

n
nk

N
    

  where N
nkj

nk
N eW

2

      (3) 

Among the most frequently used FFT algorithm is the 
Cooley-Tukey radix-2 algorithm, whose complexity 
amounts O(Nlog2N). This algorithm is based on the 
“divide and conquer” paradigm, and thus performs FFT 
computation of the even-indexed and odd-indexed inputs 
separately and then combines those two results to produce 
the FFT of the whole sequence. This approach allows 
recursive execution of the algorithm in log2N phases, 
whereas all phases perform parallel computations, 
organized in butterfly processes. Each butterfly process 
executes one operation of multiplication (4 multiplies, 1 
add, and 1 subtract on VIRAM) and two operations of 
addition (2 adds/subs on VIRAM) with complex numbers, 
[30]. Therefore, the complexity for performing a butterfly 
process, referred as "basic operation" on IRAM is 10 
arithmetic operations at all. The flow graph of C-T radix 2 
algorithm, executing 16-point FFT computation on 
VIRAM is given in figure 6, [31]. 

 

As shown on figure 6, VR1 and VR2 are used for 
loading the real parts of elements 0-7 and elements 8-15 
of the first phase of the algorithm, accordingly. VR3 and 
VR 4 is a second pair of vector registers, used for holding 
the appropriate imaginary parts of elements 0-7 and 
elements 8-15. The first phase has a vector length of 8, 
which is exactly N/2, while in each successive phase the 
vector length decreases 2 times, and the number of 
butterfly groups doubles, [31]. After the last phase, a bit 
reversing operation over the elements is performed.  

B. Performance estimation 
The theoretical maximal performances that can be 

achieved on VIRAM, having 32MB of memory divided 
into 16 banks, while computing FFT, is limited to 2 
GFLOP/s (only arithmetical operations), [29]. This is 
obtained in such a way that each basic computation is 
represented as 2 multiply-adds, 2 multiplies, and 4 
adds/subs, resulting in total number of 8 operations. 
Furthermore, it is considered that the theoretical limit for 
performing only multiply-adds is 3.2 GFLOP/s, and for 
other single precision floating-point instructions is 1.6 
GFLOP/s. Finally, the theoretical maximal performances 
are computed as: 
2 GFLOP/s = 2 multiply-adds/8 * 3.2 GFLOP/s + 
                 6 non-multiply-adds/8 * 1.6 GFLOP/s  (4) 

Figure 7 shows the performance of each stage of an N-
point FFT using C-T radix 2 algorithm on VIRAM. This 
figure demonstrates that the performances are degraded as 
the vector length fall below 8, which causes incomplete 
utilization of the ALUs in the 8 single precision virtual 
lanes, [31]. Table 2 shows that the percentages of total 
time and total work that the C-T radix-2 FFT algorithm 
spends in phases whose VL is less than MVL decreases as 
the number of points in the FFT increase. However, the 
utilization of the available vector resources is still not 
good, so the authors of [31] suggest several techniques 
(auto-increment addressing, and memory and register 
transposes) which allow every vector instruction to 
operate with VL=MVL. The last optimizations make 
VIRAM to be competitive with FFT-specialized DSPs. 

 

 

TABLE II.   
TOTAL TIME AND TOTAL WORK THAT THE FFT ALGORITHM 

SPENDS IN STAGE WHOSE VL IS LESS THAN MVL. 

Number of points 32 64 128 256 512 1024 

Total time (%) 100 100 97 96 95 94 

Total work (%) 100 100 86 75 67 60 
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Figure 7. Performance of each stage of C-T radix-2 FFT algorithm  

 
Figure 6. Flow graph of 16-point C-T radix-2 FFT algorithm 
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V. CONCLUSION 
The idea of merging logic into DRAM memory has 

shown many opportunities in performance, energy 
efficiency, and cost, allowing 5 to 10 times reduction in 
latency, 50 to 100 times bandwidth increase, a factor of 2 
to 4 advantage in energy efficiency, and cost savings by 
reducing board area. In this paper we have discussed 
several intelligent memory models, including CRAM, 
PIM and IRAM. These chips are characterized with some 
form of parallel processing (SIMD, VLIW or vector) 
implemented in their chip architecture. Basically, the 
smart memories operate in conjunction with other GPP, 
but some of them can be implemented as standalone 
arrays of like devices. The intelligent memories can make 
highly effective use of the internal memory bandwidth, 
while performing memory intensive computations, such as 
FFT operations. This was confirmed with the Vector 
IRAM chip, which has shown similar performances to 
some other DSPs and specialized FFT chips. 

The novel technology of merged logic-memory chips 
presents an opportunity for changing the nature of the 
semiconductor industry. The great challenge would be to 
merge two technologically different fabrication lines into 
one, and accept the development of such hips, not only for 
embedded systems but also for the general propose 
computers. This means that intelligent memories have the 
potential to create a new generation of computers with 
increased portability, reduced size and power consumption 
without compromising on performance and efficiency. 
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