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Abstract—Predicting when will a customer buy some
product is a valuable information for any vendor. This
information can be used for direct advertisement to
customer or production/procurement planning. In this
paper we focused on predicting whether there will be a
purchase in the following seven days for a specific customer-
product pair using LSTM neural networks. Considering
that the data used are purchase records from a medical
supply company, this research pertains to a B2B purchase
scenario which has different characteristic than B2C
purchases. Due to the irregular nature of purchase data,
some data transformation was necessary before training the
LSTM networks. Trained networks were evaluated on
multiple datasets differing on the lowest number of
purchases per customer-product pair. Results were
compared to purchase prediction results from an earlier
research based on the same dataset, but using ARIMA, a
statistical method. Compared to ARIMA, LSTM networks’
predictions have lower precision, but significantly higher
recall. Additionally, both precision and recall consistently
rise when the dataset has a higher number of purchases per
customer-product pair.

I.  INTRODUCTION

Time series analysis and forecasting has been a popular
research topic in recent years. It is easily understandable
why that is the case. Predicting an upcoming natural
disaster such as an earthquake or a drought can save lives
and prevent much damage [1]. In business environment,
predicting price changes, sales, product demands and
other parameters can increase profit or prevent business
crises [2]. Most of the business-oriented time series
considered in research papers concern stock prices change
[3,4,5], sales numbers for a company or a specific product
type [6]. Another popular topic are recommender systems
for predicting which product/service will a customer
purchase next [7,8]. However, there are not many
researches focused on when will the next purchase take
place. For a business with many customers buying the
same or similar products, planning and product
procurement is an important task [2]. It is important that
enough quantity is available at all times, but not too many,
especially for products that have an expiration date. Also,
if a customer doesn’t make an order when it is predicted
that they should, it may mean that they decided to switch
to a different supplier. Since it is much harder to acquire a
new customer than keep an existing one [9,10] it is smart
for businesses to try to predict customer behavior and act
accordingly. Knowing a customer’s next action enables
the vendor to advertise directly to the customer, e.g. offer

better buying conditions or remind the customer that they
forgot to make an order.

Long Short-Term Memory Neural Networks are a type
of Recurrent Neural Networks that are especially
convenient for predicting time series with long term
dependencies as they solve the problem of the Vanishing
Gradient. They have been used for various applications. In
[11] the authors attempted to predict clinical events
grouped in categories for intensive care patients with
different backgrounds based on previous events. The
ability to predict such events for patients in healthcare
could improve the quality of patient care a great deal. The
research in [12] focused on predicting short-term traffic
flow with LSTM and GRU proved that deep learning
methods perform better for non linear time series than
statistical methods (ARIMA), although GRU performed
slightly better than LSTM. Many authors have
successfully used LSTM neural networks for financial
data prediction, such as stock prices [4,13]. Financial time
series are non-stationary in nature which is difficult to
analyze with statistical models [3]. Some researchers
experimented with input length and found that prediction
performance increase with longer input sequences [5] and
that LSTM performs better compared to other methods
(statistical and different types of neural networks) with
longer time ranges [14]. However, training periods can be
considerably longer for LSTM than other neural networks,
and sometimes results are only marginally better. There
are many modifications and upgrades of LSTM neural
networks such as Bidirectional LSTM, Stacked LSTM,
Attention LSTM which usually produce better results than
conventional LSTM [3,4,5].

For the problem of purchase prediction there are many
researches focusing on what will the customer buy next.
This is particularly interesting for recommender systems
that should recommend products to buy for a customer
[7,15,16]. Products recommendations/predictions are
usually based on customer purchase history but also on
other, similar, customer preferences and products
relationships. In [17] the authors identify 22 features
(although decontextualized) that affected consumer
purchasing decisions and enabled predicting purchasing
decision with a great deal of certainty using Naive Bayes
classifier and Random forest. They also noticed that there
was much more feature interaction in the cases where
customers decided to go ahead with the purchase,
suggesting that these decisions were more thought out
than decisions not to buy. There are also multiple
researches considering the time of the next purchase in
addition to the product or independently from it
[15,18,19,20]. In [18] the authors calculated relevant
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customer features derived from times and values of
previous purchases in order to predict if the customer will
make a purchase in a defined time frame in the near
future. They used multiple machine learning techniques
and got the best result with Gradient tree boosting. The
features were recalculated each month and one of the
biggest challenges for the researches was how to
differentiate customers that have decided to switch to a
different supplier and those that just didn’t have
transactions at the moment. The research in [19] focused
on analyzing consumer behavior from purchase
confirmation emails and detecting patterns based on
consumer characteristics such as age, gender, location,
income and other. Based on the analysis the authors built a
model for predicting the date of next purchase and the
amount consumer will spend yielding the highest accuracy
with Bayesian Network Classification.

In B2B setting purchases are not driven by interest, but
by demand so recommending the product when user
demand reaches its peak maximizes the likelihood of a
purchase [15]. The authors of [2] suggest that for B2B
business networks transactional data could be anonymized
and aggregated in order to provide insight and predictions
by using supervised learning. Such predictions could then
be used in the procurement process.

II.  LSTM NEURAL NETWORKS

Long Short-Term Memory Neural Networks are a type
of Recurrent Neural Networks. They were initially
proposed in [21] in 1997. Since then, there have been
multiple proposed variations, with the most important one
being the introduction of the forget gate in [22] and this is
the most widely used variation.

In contrast to Feedforward Neural Networks, which
only pass data forward, Recurrent Neural Networks have
returning connections which enable using the old cell state
in addition to new cell input. Hence, it can be said that the
neural network has some form of memory and output at
any given time is based on new and past input. As time
steps pass, the influence of older inputs fades, which is
why more recent inputs affect output more than older
ones. However, RNNs suffer from the Vanishing Gradient
problem [23], i.e. due to the multiplying of a large number
of small values, the gradient can become a very small
value. Vanishing Gradient causes insufficient weight
updates in the network, which results in difficulty in
learning long-term dependencies [23]. Therefore, RNNs
are theoretically able to remember long-term
dependencies, but in practice this is not the case.

The main advantage of LSTM neural networks is the
ability to store long-term dependencies in data [21]. The
architecture of a LSTM cell is shown in Figure 1. Each
cell is essentially a memory block with three
multiplicative gates: input gate, forget gate and output
gate, and they control what part of input, cell state or
output will be used in further calculations, and what part
will be discarded. The input gate protects the memory
content from irrelevant input [24]. The forget gate
determines when to forget previous state by resetting it or
by gradual fading and the output gate prevents the cell
state to perturb the rest of the neural network [24].
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Figure 1. Long Short-Term Memory Cell [25]

The LSTM memory cell shown in Figure 1 is described
with following equations [25]:

i=cW.x +W, h_+W c, ,+b) (1)
Si=oW x +W, h_ +W,c_ +b, (2)
¢, = fc_, +itanh(W _x +W, h +b) (3)
o=cW x,+W, h +W c +b,) 4)
h, = o, tanh(c,) (5)

where ¢ is the sigmoid function, i, f, o, ¢ and x are
activation vectors for input gate, forget gate, output gate,
cell and cell input, # is the hidden vector, b the biases and
W the weights matrices. Subscripts for each of the weight
matrices denote which connection they apply to.

III.  APPROACH

When trying to predict when the customer will make a
new order or what will they buy, B2B and B2C scenarios
must be considered separately due to differences in
making a purchasing decision. These differences can be
summed up as following, B2B purchases are mainly done
in bulk, in longer intervals, when it is needed and not
impulsively, decisions are made rationally and by boards,
not individuals [26]. All of the aforementioned contributes
to the presumption that B2B purchases could be more
easily predicted.

Data was collected from a medical supply company and
contains anonymized purchase records for a period of
around two and a half years. During this period there were
over three million purchases and over two million of them
are purchases that were repeated at least once. Purchases
that were not repeated were not considered in this research
due to the difficulty of predicting an occurrence of an
event that happened only once in the past.

In a previous research using the same data, the goal was
to try to predict if a specific customer will order a certain
product in the following seven days in order, and for
comparison we have used the same approach. The
research focused on statistical methods, specifically
ARIMA (Autoregressive Integrated Moving Model)
which is a model that belongs to a group of stochastic
models and is used for nonstationary time series that can
be reduced to stationary [26]. We wanted to see if we
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could get better results by using LSTM neural network for
next purchase day prediction.

The idea is that the prediction process would be
executed each Sunday so that the company would be able
to perform some action during the following week based
on the results. Predictions were generated for each
customer-product pair, but only those where there was an
actual purchase in the future were considered when
evaluating results. The premise was that the customer
certainly has made a purchase in the future, but he may
have changed his supplier which is why we don’t have a
record of his purchase. To ensure a long enough
evaluation period we performed testing with data from the
last six months.

The original format of data contains, among other
things, customer id, product id, invoice date and quantity.
However, since purchases are not made in regular
intervals, the data forms an irregular time series. The data
is transformed to a time series that consist of the number
of days that passed since the last purchase of the same
product by the same customer. A separate time series is
formed for each customer-product pair. As a consequence
of this transformation, at least two purchases must exist in
order to create a time series, and it is desirable that there
are more.

LSTM networks were implemented in Python using
Keras library [27] running on top of TensorFlow [28]. For
each customer-product pair in the dataset, a separate
neural network was trained, so predictions of an expected
purchase are for a specific customer and product. Every
network has one hidden layer with 50 cells with relu
activation function used. Due to the large number of
networks there were to be trained and the long training
time, training was done in 200 epochs for each network.
The input to the network was the regularized time series
contained of days from the previous purchase with 3 time
steps, which meant that only customer-product pairs with
at least 4 purchases could be used. For this reason, we
eliminated the 2+ purchases dataset and started with the
6+ purchases dataset. The output of each network is the
predicted number of days until the next purchase of the
same product by the customer. In order to make results
comparable to ARIMA research, the output was
discretized to two classes: purchase expected in the
following 7 days and purchase is not expected in the
following 7 days. After getting initial results for 6+, 11+,
16+ and 20+ purchases datasets we noticed that datasets
with a larger number or purchases produced better results
and we decided to add two additional datasets in hope of
getting even better results: 50+ purchases and 100+
purchases.

IV. RESULTS

Comparing the prediction results, from Table I, gotten
with ARIMA and LSTM neural networks it can be
noticed, that ARIMA had higher precision, while LSTM
neural network had higher recall in all datasets. Since
precision is the ratio of correctly predicted purchases and
the total number of predicted purchases, using LSTM
neural networks for prediction will result in many false
positives. However, given that recall is the ratio of
correctly predicted purchases and the number of realized
purchases, with LSTM neural networks a larger number of
realized purchases is correctly predicted. To put things

TABLE L.
COMPARISON OF NEXT PURCHASE PREDICTION WITH LSTM AND ARIMA
LSTM ARIMA
Dataset . .

Precision | Recall | Precision | Recall
2+ purchases - - 20.44% 19.27%
6+ purchases 12.76% | 43.27% | 26.90% 12.87%
11+ purchases 15.89% | 41.95% | 38.88% 8.22%
16+ purchases 20.22% | 46.79% | 48.95% 5.70%
20+ purchases 23.49% | 48.14% | 57.77% 4.15%

50+ purchases 43.97% | 69.92% - -

100+ purchases | 62.20% | 92.94% - -

differently, with ARIMA, if there is a prediction that a
specific customer will buy a certain product in the
following seven days, there is a great chance that it
actually will happen, but many realized purchases will not
be predicted. With LSTM, on the other hand, there is a
higher chance that a predicted purchase is a false positive,
but a great number of realized purchases will be covered.
Therefore, which approach is better would depend on the
action the company is planning to pursue with these
results: would it be better to reach out to customers who
aren’t really planning to make an order (false positives) or
to miss out on contacting a great number of customers
who are planning to purchase something (low recall).

There is one important difference in results using these
two approaches — precision and recall trend when using
datasets with higher number of purchases per customer-
product pair. For ARIMA, increasing the number of
purchases in training dataset causes the precision to
increase, but recall decreases. LSTM neural networks
consistently increase both precision and recall when the
training set contains a greater number of purchases per
customer-product pair. This leads to the theory, that if the
dataset is large enough, i.e. the customers have made
enough purchases in the past, LSTM neural networks
should produce better results both in term of precision and
recall.

Unlike the previous research which only evaluated
predictions of expected purchases in the following seven
days, in this research we evaluated predictions of both
cases: when purchase is expected and when purchase is
not expected. Table II shows that for predictions that a
purchase will not happen in the following seven days,
precision is much higher than for predictions that a

TABLE IL.
LSTM: COMPARISON FOR DIFFERENT PREDICTED OUTCOMES

S Predicted purchase | Predicted no purchase
Precision | Recall Precision Recall

6+ purchases 12.76% | 43.27% | 96.82% 85.37%
11+ purchases 15.89% | 41.95% | 94.93% 82.66%
16+ purchases 2022% | 46.79% | 93.21% 79.82%
20+ purchases 23.49% | 48.14% | 91.37% 77.79%
50+ purchases | 43.97% | 69.92% | 77.40% 53.62%
100+ purchases | 62.20% | 92.94% | 70.00% 22.58%
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purchase will happen. Also, both precision and recall are
very high for datasets with a fewer number of purchases
per customer-product pair, and consistently decrease as
the number of purchases per customer-product pair
increases. Therefore, if the number of purchases is
relatively low, it might be a better idea is to devise actions
oriented to customers that are not likely to make an order,
since they can be more easily determined.

V. CONCLUSION AND FURTHER WORK

LSTM neural networks have been used in different
applications and have been proven very effective in many
cases, some of which were time series prediction. Their
main advantages are solving the Vanishing gradient
problem and the ability to store long-term data
dependencies. We tried to predict whether a B2B
customer will make a purchase of a specific product in the
following 7 days using LSTM neural networks on a time
series of days passed since the last purchase. Results were
also compared to the results of a previous research
performed on the same data, but using different
techniques, specifically ARIMA. Comparison suggests
that ARIMA has better precision, while LSTM neural
networks had better recall on each subset dataset of the
original data, and depending on the agenda one or the
other approach may be more suited. For LSTM neural
network, both precision and recall increased with each
dataset containing a higher number of purchases per
customer-product pair.

During dataset analysis, after getting initial results, we
noticed that customers tended to make group orders, i.e.
order multiple products at one time. Not all products are in
every order, probably due to different state of their
supplies, and the time series of purchases for each product
is different. However, if we were to observe all orders for
a customer, regardless of purchased products, such a time
series might be more predictable and that is a research
direction we will pursue in the future. Of course, this
would also add a new challenge, how to predict which
products the customer will order.
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