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Abstract—Big streaming data visualization has an important
role in data exploration and mining, information retrieval
and data analysis as it assists humans in analyzing and
comprehending large volumes of streaming data. Systems
for big stream data visualization must be able to handle
massive amounts of data in a timely manner and provide an
interactive and comprehensive graphical presentation. This
paper describes a unified architecture for big streaming
data visualization and lists the most popular libraries and
platforms for its implementation. The described
architecture supports all of the key characteristics of big
streaming data: their volume, velocity, veracity and variety.
Furthermore, we create a set of applications to demonstrate
the viability of the described architecture, and to test some
of the listed technologies.

. INTRODUCTION

In the information-driven era, an enormous amount of
diverse, often changing and constantly arriving data is
available to analysts, such as data from social
networks/media, 10T devices, scientific experiments and
e-commerce sites. So as to fulfill different tasks related to
extracting useful information from that data, the use of
advanced techniques and systems for analyzing big
streaming data is necessary. The process of visualization
of streaming data is an important part of the analysis
process as it is a sort of a gateway between a system and
users; therefore it is crucial to provide virtuous and
interactive  presentation of the data. However,
visualization capabilities are often not taken into account
during the system architecture design; therefore
visualization becomes just an application that uses the
output of the analysis. This often imposes restrictions on
system interactivity. To create a system for visualization
and visual analysis of big streaming data, it is necessary to
address different challenges from various aspects:

» IT: It is necessary to provide computing power for
data processing as well as resources for storing and
loading large amounts of data, and to provide graphical
devices capable of showing created visualization;

» Computer science: In order to support the volume of
big streaming data, it is necessary to design algorithms for
visualization, define system architecture, ensure
scalability and distribution of data, enable data dimension
reduction, and address any implementation challenges;

* Math: Big streaming data visualization includes
statistical ~ calculations,  optimizations,  uncertainty
quantification, model development and systems theory;

* Multidisciplinary: It is necessary to define an

appropriate, domain-specific way to create adaptive,
interactive and user oriented visualization.

In this paper we tackle two of the mentioned
challenges. First, we define and describe the architecture
of a system for big streaming data visualization and
analysis by analyzing the most popular architectures for
big streaming data analysis. Second, we list available
platforms for implementing streaming data visualization
and analytics. We make a brief comparison of the
technologies that can be used to implement crucial parts of
the defined architecture. Additionally, we test some of the
listed technologies as a proof of the concept.

The remainder of this paper is organized as follows.
Section Il gives an overview of selected related work.
Section IlIl gives a brief description of big data
visualization concepts, specifics for streaming data
visualization, and description of architecture for big
streaming data visualization and visual analytics systems.
Section IV describes our implementation that
demonstrates the usage of the described architecture.
Section V concludes this paper.

Il.  RELATED WORK

The visualization of a large amount of data, as an
essential item in the process of interactive analysis, is in
the focus of the researchers in big data science and
engineering. Due to the large number of visualization
methods, there are also a number of papers that classify
these methods. Gorodov and Gubarev [1] describe the
concept of big data in terms of data presentation and
visualization. The problems specific to working with big
data are listed, and possible solutions are outlined. There
are three classes of big data: Size - Speed, Size - Variety,
and Size, Speed and Variety. A proposal for the
classification of big data visualization methods according
to their applicability for each of the big data classes is
given. In [2], different techniques and classifications of
visualization methods were analyzed. The taxonomy
based on the mode of representation into geometric
projection techniques, iconographic techniques, pixel-
oriented techniques, hierarchical and graphic techniques is
emphasized. It is necessary to preserve information about
the dimensionality of the data, as well as to display both
local and global data structures. Dynamic data
visualization techniques are discussed in [3]. A framework
for classifying visualization tools is presented. The impact
of data change on their visual representations was also
investigated.

An important subset of streaming data is data that
represent trajectories, that is, the movement of objects in
time and space. In [4], popular techniques for analyzing
motion data are discussed. All listed papers are classified
into four categories: those with focus on the temporal or
spatial characteristics of individual trajectories and
comparisons, then those with focus on the variation of
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movement characteristics within trajectories, works
dealing with the distribution of different movements in
space and time and works that focus to the interrelations
and interactions of moving objects, and the interaction of
them with the environment. Mobility and transport are
another domain where visual analysis of streaming data is
important, and therefore, [5] describes the relevant
achievements in visual analytics for the mobility and
transport domain. An overview of the papers according to
the different types of movement data and the relation to
the infrastructure is given.

Visualization of big streaming data is often described as
part of an interactive analysis system, whereby the
visualization is tailored to the type of data for which the
system is created. For example, an analytical platform is
presented in [6], which covers event contextualization,
context pattern detection, and spatio-temporal distribution
analysis of observed patterns. The approach itself, in
addition to event clustering based on context similarity,
also offers visual techniques for analyzing the distribution
of clusters across space, time, and attribute space. In [7]
an interactive system called 12 for data analysis that
supports the concept of cloud computing is described. An
algorithm for real-time visualization of time series is
presented. Particular attention was paid to the interactivity
of the system. Namely, the system offers two levels of
interactivity: first, the user can perform analysis in real
time but also change the parameters of the system, and
secondly interactive visualization of the results is adapted
to the applications without having to restart them.

There are numerous, both open-source and commercial,
solutions that offer different levels of abstractions. There
are research papers that provide either the list of systems
for stream processing or data visualization, or discuss the
systems for visualization as standalone projects. However,
they address only the final part where the data is
visualized, and thus not cover the entire data flow: from
data sources to data analysts.

I1l.  BIG DATA VISUALIZATION

Traditional analysis and visualization systems cannot
handle the size of many modern datasets as they are
restricted on processing of a limited amount of data.
Another constraint of traditional systems is that they
operate offline by accessing pre-processed data sets. The
age of big data implies a large number of very large
datasets, often dynamic and characterized by high
diversity. In some cases (e.g. scientific databases) new
data are constantly arriving (e.g. daily / hourly); in other
cases, the data is downloaded from sources that provide
access and update APIs. Furthermore, a growing number
of different user profiles are conducting some form of data
analysis, so it is necessary to provide an adequate system
for visualizing data and results.

Modern systems for processing and analyzing large
amounts of data are able to efficiently manage large
dynamic datasets and operate on machines with limited
computational and memory resources. The dynamic nature
of streaming data impedes data preparation, such as
loading and indexing data in traditional databases. Thus,
systems should enable on-the-fly processing of large
streams of raw data. Together with performance issues,
modern systems must address the challenges associated
with visual presentation. Visualizing large amounts of

data is a challenging task; modern systems must "squeeze"
one billion records into one million pixels. Even with
small datasets, viewing the database can be extremely
difficult - in both cases information overload can become
a problem. Consequently, another essential requirement of
modern systems is the effective support of abstraction of
vast amounts of data. In addition to these requirements,
modern data processing and analysis systems must support
the diversity of preferences and requirements set by
different users and tasks. Modern systems should allow
the user to customize the research experience based on
their wishes and the requirements of each problem. In
addition, systems should automatically adjust their
parameters taking into account the environment and
availability of resources, e.g. screen resolution / size,
available memory. In [8], the following techniques are
presented to address these challenges.

» Data Reduction: Visual scalability is crucial for
addressing the problem of visual congestion, so
visualization systems should provide efficient and
effective mechanisms for abstracting and summarizing
data. The idea is to present a whole dataset to be
visualized with one smaller abstract set.

* Hierarchical Exploration: Approximation techniques
are often defined hierarchically, allowing users to explore
data with different levels of detail. They are widely used
in the visualization of large graphs, whereby the graph is
recursively decomposed into smaller subgraphs that form
a hierarchy of layers of abstraction. In most cases, the
hierarchy is constructed by clustering and partitioning
methods, node-based or density-based techniques. The
very process of defining a hierarchy depends both on data
and domain.

* Progressive Results: Computing the complete results
of individual operations on large datasets is a demanding
but often unnecessary operation, so modern systems are
designed to gradually calculate partial and, if possible,
representative results. In this case, users perform a series
of operations or queries, where each operation determines
the formulation of the next operation. In these techniques,
visual elements are constructed gradually based on user
interaction or as time progresses. In addition, many newer
systems integrate incremental and  approximate
techniques. In these cases, the approximate results are
calculated incrementally over incrementally larger data
samples.

* Incremental and Adaptive Processing: In-situ data
exploration is gaining popularity as it enables on-the-fly
processing of large and dynamic datasets without the need
for the entire set to be preprocessed. Incremental and
adaptive processing and indexing techniques are used in
these systems, in which small pieces of data are gradually
processed following user interactions.

 Caching and Prefetching: Data analysis often implies
a series of operations where each operation is triggered by
previous one, caching and prefetching data that are likely
to be accessed in the near future can significantly reduce
system response time. Most of the caching and prefetching
techniques are based on several (e.g. user behavior, user
profile, use case) to predict future user interactions.

» User Assistance: The large amount of available
information makes it difficult for users to manually
research and analyze data. Taking into account the
diversity of preferences and requirements set by different
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users and tasks, systems should provide mechanisms that
reduce the effort required by users. Usually,
recommendations for the type of visualization take into
account several factors, such as data characteristics, task,
preferences and user behavior, etc.

All aforementioned techniques are closely related to the
structure, format and types of data that need to be
processed for visualization purposes. According to [9],
there are seven types of data to visualize: 1D (including
time series), 2D, 3D, multidimensional data, hierarchical
data (for example tree), graph and text / hypertext.
Analytical tasks that can be performed on the data include

review, comparison, clustering and classification,
distribution pattern discovery, and dependency and
correlation analysis. Visualization systems should

adequately support all operations over all defined data
types.

A. Big streaming data visualization systems

Systems for big data processing and systems that work
with streaming data in real-time manner are being
developed simultaneously. Both are crucial for big
streaming data visualization systems which must address
volume, velocity and veracity of the data. In order to
support the vast amounts of data while being able to
handle them in near real-time, it is necessary to define an
architecture that combines the main ideas of architectures
for big data processing systems and streaming data
analysis systems. Such architecture is shown in Fig. 1.
Offline data in form of group of files or databases are an
important source of data for building models and for
processing. Additionally, this type of data can be
represented as data or event sources using Change Data
Capture (CDC) concept. The term event refers to a
nontrivial data set that indicates an event. Another
important group of data sources are continuous raw data
sources that include mobile devices, loT, location, social
networks, telemetry, etc. In order to avoid unnecessary
transfers of raw data, data can be processed as close to the
source as possible and processed information can be sent
to processing systems (Cloud-Edge concept). It often
includes introduction of event hub nodes — parts of the
system that include event hubs, local data storage and
ability to apply rules on raw data so as to extract events.
This reduces the load on the central part of the system and

Offline data

moves the trivial and near-trivial operations towards the
very edges of the system, to the processors closest to the
data source. Another advantage of this concept is the
ability to anonymize the data as well as filter it out to due
to privacy concerns. Furthermore, general event hubs are
introduced to gather streaming data from all sources, and
to provide necessary information to the components
responsible for analysis and microservices. Big data
analysis components keep track and summaries of all the
processed data so as to create necessary models for
machine learning, aggregations for statistics purposes etc.
These models and summaries are used to analyze the
incoming data in real-time manner in a component that
offers a suitable API for client applications. Microservices
use all the aforementioned components to enable
interactivity of clients with the system itself. At last,
various client applications can use both databases and
microservices starting from data storage, traditional
business intelligence tools, data search or user-tailored
applications. An important part of each of these
applications is data visualization module. This module
provides visualization of the data and the changes in a
real-time manner, and should allow users to not only
search the data, but to interact with whole system using
microservices.

B. Platforms for implementing big streaming data
visualization systems

For successful visualization of big streaming data, it is
important to select the best subsystem for data acquisition
and manipulation in order to prepare the data for
visualization techniques, and to select visualization
platform that can handle the data.

Data collection and manipulation systems differ not
only in the type of data they can process and the data
sources they can use, but also in the features they may
have and the settings available to the user. One way to
implement a component that needs to manipulate the data
is through Web sockets and Server Sent Event (SSE)
technologies. Web sockets provide bidirectional, full-
duplex communication, while SSEs are sent over
traditional HTTP. SSE does not require special protocols
or servers. Both WebSocket and SSE implement an HTTP
push server. In this way, the user has all the freedom but
also the greatest responsibility. Specifically, it is up to the

Data warehouse

Data import Big d [—]
ata =
B Files > g
3 0N Q.,.Q Iradltlonal Bl
is — 50\ tools
. g8 —— &
= Database = e —— :SQLj
\ Storage Results
(J'Jgng %
“Lary Cy o5 s @? Information
Dlyre g(,*‘ § c\“ retrieval
Mobil z Parallel %e't\‘
((Ij) viobtle Storage proccessing
devices Event Hub
[C———Event s[reams:> Stream data analysis St""c Visualization
unit
((I)) IoT data %} — T
— J
Edge Node & I:Event::) a {c’(
. NS Processor  States API LS
(( )) Location . S C:stream: i
] Event o &.,e
Hub —\Ge%§
. . cexy
Social Microservice 5
((I)) im ::) Ly Data & User application
ata = warehouse
) — Services! 53
. [t ventmm) {o} _ E=Services =) {} @
((])) Telemetry Jﬁ:} Rules C:t = == C:g vicesEm
S stream Microservice  States APl Services

Figure 1. Architecture for big streaming data visualization and visual analytics systems
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developer to implement complete functionality, which can
slow down the system implementation process. Another
option is to use already developed systems such as Kafka
Streams* & KSQL, Druid?, ElasticSearch® or InfluxDB*.
Kafka Streams is a client library for application and
microservice development, which stores input and output
data on Kafka clusters and can communicate with users
via the REST API. Confluent KSQL is a SQL stream
custom data flow engine that provides interface for Kafka
servers. The Confluent platform is currently being
expanded to become the database for event data flows.
Druid is a modern system designed for the needs of fast
queries and high throughput. It integrates with a variety of
data sources and can be deployed on any *NIX
environment either in the cloud or as needed. Druid
supports time series as a data type, and data is stored
organized by columns. ElastcSearch is a server for search
and data analysis based on Lucene indexes. It allows users
to search large amounts of data very quickly. It can also be
used to store data, but its main role is to index and search
data in real time. The tool is free and can be accessed
through the RESTful API (HTTP requests GET, POST,
PUT, DELETE). It uses the JSON format to store data.
InfluxDB is a time series database commonly used to store
logs, data from sensors and similar sources for a specified
period of time. It has an API for data inputs and read, and
integrates easily with most monitoring systems. The main
advantage of this system is the fact that it is developed for
time series, and can be used to analyze data from sensors
and devices in real time.

Along with the platform for data acquisition and
manipulation, it is necessary to choose a platform for
visualization. One option is to use hybrid solution such as
Oracle Fusion Middleware Stream Analytics - a unique
analytics and visualization platform that offers real-time
visualization. It was developed with the aim of automating
the actions required by today's business users. Powered by
Spark Streaming, it can run in the cloud as well as on
premise. It supports systems such as Kafka, JMS,
GoldenGate and file systems as a data source.

Another option are custom-developed applications,
most commonly used in combination with Web sockets
and SSE, and with systems that provide REST APIs like
Kafka Streams and Kafka KSQL. Various libraries can be
used to boost the development, such as D3 and KeyL.ines.
D3.js is a JavaScript library that integrates customizable
visualization components with data-oriented DOM
manipulation methods. It has good support for SVG
operations, and enables data mapping to an SVG attribute.
A large number of data processing tools, layout algorithms
and graphic techniques are integrated into the library
itself. The disadvantage of this technology is the API is
very low level. The KeyLines Graphics Visualization
Library provides methods for visualizing graphs and
networks. It relies on HTML5 and WebGL graphics
subsystems, and is scalable to support large amounts of
data. Basic use cases are data analysis over time,
combining nodes and links, geospatial data analysis, data
analysis from social networks, and automatic layout for
graphs. The third option is to use systems for data

! https://kafka.apache.org/documentation/streams/
2 https://druid.apache.org/
% https://www.elastic.co/
4 https://vww.influxdata.com/

visualization such as Arcadia Data’, Imply® & Superset,
Kibana’, Grafana®, Chronograf®, etc. Arcadia Data is a
system that combines batch data visualization and data
flows. It is based on Kafka Confluent KSQL, and is most
commonly used in combination with it. It has an
architecture that supports faster and more detailed
extraction of knowledge from the data. It uses a
technology called ArcEngine, which is in the process of
being patented. This technology is useful when it comes to
security, data processing from 10T devices and similar.
Imply is a system built around the Apache Druid to
support data visualization, among other things. Imply
Pivot is an intuitive Ul for creating visualizations using
simple drag-and-drop mechanisms. Each visualization is
completely interactive, updated in real time and contains
the latest data. Superset is an open-source visualization
tool created for Airbnb services. It is also based on the
Druid system and is easily integrated with it. It supports
30 different types of visualizations. With SQLAIlchemy, it
is possible to integrate it with most SQL RDBMSs.
Kibana is basically just a static (html + css + js) client for
ElasticSearch. Besides the fact that it can easily query
over ElasticSearch indexes, the main advantage is that
these queries, however complicated, can be "stacked" in a
very transparent “"dashboard” and stored and shared.
Kibana comes with a very powerful set of visualization
tools, for example it can be seen how often a similar event
recurs over time, and events can be aggregated by
different criteria. Also, this is a great tool for detecting
anomalies caused by changes within the system. Grafana
is another platform that provides visualization and
notification generation. It supports various data sources
including ElasticSearch and InfluxDB. The tool that is
intended to be used with InfluxDB platform is called
Chronograph. It provides a quick overview of the data
stored in InfluxDB, but is also used as a tool for
administering it.

At last, it is possible to use business intelligence
standalone tools for data visualization such as Power BI*
and Tableau™. Power Bl is a set of business intelligence
technologies designed to provide insight into the state of
organizations. It can connect hundreds of data sources,
simplify data preparation, and, according to the creators,
enable instant analysis. It is similar to Excel's Bl tool, but
supports large amounts of data. The main disadvantage of
this system is that it cannot be integrated into existing
systems. Tableau is a business intelligence tool for visual
data analysis that allows users to create and distribute
interactive and customizable dashboards displaying
trends, changes, and data density in charts and graphs.
Tableau can be linked to files, relational data sources, and
large data sources to retrieve and process data. However,
these tools are not specifically designed to support big
streaming data.

% https://www.arcadiadata.com/
® https://imply.io/
" https://www.elastic.co/kibana
8 https://grafana.com/
® https://www.influxdata.com/time-series-platform/chronograf/
10 https://powerbi.microsoft.com/
1 https://www.tableau.com/
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IV. VISUAL ANALYTICS OF BIG STREAMING DATA

In order to demonstrate the validity of the described
architecture, a set of applications has been created aimed
at testing some of the proposed platforms for
implementing systems for visualization and visual
analysis of large data flows. Both sets of applications use
similar architecture, and are to be used to cover similar
use cases. Minor adaptations are applied to support the
chosen platforms and systems.

For the first set of applications, we create applications
that simulate producers and event hubs, and we use
InfluxDB with Grafana for data analysis and visualization
nodes. The architecture of the created demonstration
system is given in Figure 2.

First, a data source simulation application is developed
that reads data from the Crowdsignals [10] data set and
creates a data stream that contains mobile sensing data.
Used dataset contains data collected through applications
and sensors from mobile phones and smartwatches. Data
includes location labels, measurements from device
sensors, interaction and usage data for social applications,
and network data. For the purposes of this demonstration,
heart rate and number of steps records are used to create a
simulation of continuous streaming data source (Smart
watch). In real-world scenarios, there are many such data
sources, and each generates different types of data.

The second application is based on the Spark Streaming
platform, and reads the data stream sent by the first
application. The role of this application is to simulate an
edge node that extracts the most important information
from the raw data stream and forwards it to the data
processing platform. For the specific case, preprocessing
involves data aggregation: temporal aggregation is
performed for heart rate information and number of steps
taken. From the results, a new stream of processed data is
created that contains a timestamp, aggregated number of
steps, and average heart rate. In order to seamlessly log
this streaming data into the InfluxDB database, an open-
source java client for InfluxDB was used. In reality, edge
applications will receive data streams from different
sources and create one or more output data streams. If
some data is to be anonymized, this can be done at this
stage of the system.

For testing purposes, InfluxDB was run on the same
computer as the two previously described applications. It
was launched with the default settings and a database was
created where the incoming data would be written. The
time format for timestamps from the data has also been
adapted. Finally, Grafana was used to visualize the
received data, and it was installed on the same computer
as InfluxDB, and a datasource was created to connect to
the InfluxDB database. A dashboard attached to the newly
created datasource has been added to show heart rate and
the number of steps per user on a single chart. The
visualization itself confirms the correlation between these
two parameters: the increase in the number of steps is
directly correlated with the heart rate. The layout of the
Grafana dashboard is given in Figure 3.

> I5 Grafana
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Figure 2. Architecture of the first setup

Figure 3. Grafana dashboard

For the second setup, we used Imply Druid platform as
a data management system. The architecture of the created
demonstration system is given in Figure 4. This setup
logically has the same nodes as previously described one,
but they are implemented using different systems and
platforms, or adapted to communicate with different
systems.

Data source simulation application is the same as in the
previous setup because continuous data sources are
unaware of the rest of the system: they exist as is, and we
wanted to simulate that. The second application that uses
Spark Streaming is almost the same as in previous setup
with main difference being where and how to send the
resulting streaming data. It also takes an incoming stream
into Sparkstreaming application, applies transformations
and sink into Druid.

Imply Druid distribution is available as a single
platform. We used Imply Druid on Ubuntu inside a docker
container as Druid subsystem is not compatible with
Windows operating systems. The platform is run in
quickstart mode, single-machine, non-clustered. Imply
GUI is used to connect to a datasource, in this case
previously described Spark Streaming application, to
create data cubes for visualization. This is achieved by
entering the Imply container, and visiting localhost:9095
page. Imply provides a GUI for Druid operations on
datasources where the user can select different types of
input data. Printscreen of Imply Pivot visualization is
given in Figure 5. There is no need to adapt the data itself,
but it is necessary to inspect retrieved schemas of the data,
and eventually correct wrong columns. Also, Druid can
automatically convert Unix timestamps to readable date-
time format. This visualization also confirms previously
identified correlation.

The created sets of applications demonstrate the use of
different services and platforms to create systems for
visualization and visual analysis of big data streams.
Although different in nature, all platforms operate at
different levels in the system, and it is possible to
adequately connect them, thus ensuring seamless
communication between different parts of the system.

N Spoﬁ:g. 5
Streaming
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Figure 4. Architecture of the second setup
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V. CONCLUSION

Visualization and visual analysis of big data flows is an
area of research that encompasses, depends on, and
contributes to many other areas such as information
analysis, geospatial analysis, scientific analytics, statistics,
knowledge discovery, data management and knowledge
representation, presentation, perception and interaction.
The main objective is to provide insights from large,
homogeneous, contradictory and incomplete data through
a combination of automated analysis methods and human
skills and intuition. In order to achieve this goal, it is
necessary to provide the essential level of interaction
between the system and the user. When it comes to
interactive visualization of big streaming data, in addition
to all the challenges associated with visualizing different
data, as well as displaying large amounts of data in a
restricted medium, there are also challenges related to data
dynamics. The system architecture must be able to support
all challenges.

Based on the available papers, we can conclude that the
domain of the application as well as the type of users
using the system is of utmost importance for selecting
technologies to be used for implementation. This paper
gives a brief overview of current problems in the field of
visualization and visual analysis of big data flows,
describes the architecture for systems that address listed
challenges, lists the technologies and platforms for
implementing different parts in architecture, and gives an
example as a demonstration of the described architecture.

Future work will involve a more detailed implementation
of the architecture described: different data sources,
complex event processing and detection, as well as greater
user interactivity.
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